	Directory
	Description

	/
	The / character represents the root directory of the Linux system. All directories are below the / (root directory) of the system.

	/bin
	The /bin directory contains binary commands that are available to all users.

	/boot
	The /boot directory contains the kernel and boot loader files.

	/dev
	The /dev directory contains device files.

	/etc
	The /etc directory contains configuration files specific to the system.

	/home
	The /home directory contains by default the user home directories.

	/initrd
	The /initrd directory is used during the boot process to hold the initial RAM drive image.

	/lib
	The /lib directory contains shared program libraries and kernel modules.

	/media
	The /media directory contains the /cdrom and /floppy directories. It is the point where CD-ROM and floppy drives can be mounted for access in SuSe distributions.

	/mnt
	The /mnt directory is an empty directory. It is the point where CD-ROM and floppy drives can be mounted for access in RedHat distributions.

	/opt
	The /opt directory contains the additional programs.

	/proc
	The /proc directory contains information about the system state and processes.

	/root
	The /root directory is the root user's home directory. Do not confuse /root with the root of the system (/).

	/sbin
	The /sbin directory contains system binary commands.

	/srv
	The /srv directory contains files for services like the FTP and Web servers.

	/sys
	The /sys directory is new with release 2.6. It takes some of the system state date that was previously contained in /proc.

	/tmp
	The /tmp directory contains temporary files created by programs during system use.

	/usr
	The /usr directory contains system commands and utilities. /usr holds the following directories: 

· /usr/bin 

· /usr/lib 

· /usr/local 

· /usr/sbin 

· /usr/X11R6 (for the X Window system) 

Depending on the implementation, the /usr directory might also include the /usr/doc subdirectory (or /usr/share/doc subdirectory) to hold documentation accessible to all users.

	/var
	The /var directory contains data files that change constantly. Standard subdirectories include: 

· /var/mail (holds e-mail in boxes) 

· /var/spool (holds files waiting for processing, such as print jobs or scheduled jobs) 

· /var/www (holds www or proxy cache files) 


	Use...
	To...
	Example

	|
	Redirect the output of one command to use it as input for another command. The pipe (|) is one of several redirectors.
	ls -l | less redirects the output of the ls command into the less paging program.
ls -l | more splits the output between multiple screens.

	>
	Redirect the output of a command into a file. This is the single redirector, which overwrites the file contents.
	echo 'This file has been overwritten' > oldspecs redirects the output of the echo command to the file oldspecs, overwriting any data in the oldspecs file.

	>>
	Redirect the output of a command into a file. This is the double redirector, which appends the redirected output to the end of the file.
	echo 'These specifications no longer apply to the project' >> oldspecs redirects the output of the echo command to the file oldspecs, appending the text to the end of the oldspecs file.

	cat filename
	Display the contents of a file. You can use a second filename parameter with cat to concatenate two files.
	cat /etc/lilo.conf displays the contents of the lilo.conf file.

	cat filename | more
	Show the contents of a file, one screen at a time. More is an older version of the less paging program.
	cat /etc/passwd | more displays the passwd file one line at a time.

	forcing cut to top of next page
	
	

	cut options filename 

Common cut options:

· -b Show bytes as a list 

· -c Show characters as a list 

· -d Set field delimiter 

· -f Show fields
	View the selected columns or fields from one or more files.
	cut -d: -f1 /etc/passwd displays usernames (in the first colon-delimited field) from the passwd file.

	echo 'text'
	Display the text as output.
	echo 'This text displays on the screen' displays the message on the screen.



	find path options 'string'
	Descend through directories searching for files with certain attributes or executing commands.
	find /etc -name '*.conf' finds all files in the /etc directory (and its subdirectories) that end in .conf.

	grep 'text string' filename
	Search for the text string and display lines from text files that match the text string.
	grep 'root' /etc/passwd finds and displays all lines in the passwd file containing the text string root.

	head filename
	View the first ten lines of a file.
	head /etc/passwd displays the first ten lines of the passwd file.

	locate filename
	Locate files with the designated file name.
	locate usr displays all files matching the usr file name.

	tail filename
	View the last ten lines of a file.
	tail /etc/passwd displays the last ten lines of the passwd file.

	whereis options filename 

Common whereis options:

· -b binary 

· -s source 

· -m manual 

· -u unusual
	Locate the binary, source, or manuals (man) files for the designated file name.
	whereis passwd displays the paths to the source, binary, and man pages of the passwd file.

	which commandname
	Find and display the pathname for the designated command's executable file.
	which vi displays the path for the vi program executable.


cut command:


ls -l| cut –d “ “ –f6
on my sels8  



ls –l  must use –l to get long format

pipe to cut –d  is the delimiter the “ “  is a space, quoted to define the 

single character.



-f6 is the field number shows field number 6 in the training cd it is –f5

find / -name “cron*”
starts from the root and searches for files names starting with cron

	Use...
	To...

	vi
	Start vim. Enter the command at the shell command prompt.

	<Esc>
	Change from insert to command mode.

	   :
	Character that must precede certain command mode commands.

	a 
	Place the cursor after the current word and enter text.

	i
	Place the cursor before the current word and enter text.

	G
	Move the cursor to the last line in the document. Entered in command mode without the preceding : (colon).

	lineG
	Move the cursor to the specified line number. For example, 82G moves the cursor to line 82 in the document. Entered in command mode without the preceding : (colon).

	:q (quit)
	Exit vim.

	:q!
	Exit vim without saving.

	:w (write)
	Save the current document.

	:w filename
	Name and save the file.

	:wq (write and quit)
	Save the document and exit vim.


The table below lists the most common environment variable commands.

	Use...
	To...
	Example

	echo $variable
	View the variable identifier's value.
	echo $SHELL displays the current shell's path.
echo $TERM displays the terminal settings.

	env
	Display all the variables in the system.
	

	export variable
	Export a user-defined variable to make it available to child sessions.
	export HOMEDIR makes the HOMEDIR user-defined variable available to child sessions.

	set
	Display the set environment variables.
	

	unset variable
	Remove a variable.
	unset HOMEDIR removes the HOMEDIR variable.

	VARIABLE=value
	Create a user-defined variable.
	HOMEDIR=/projects creates the HOMEDIR variable with a value of /projects.


The table below lists common environment variables.

	Variable
	Description

	DISPLAY
	Redirects X Windows output to another computer.

	HISTFILE
	The filename where past commands are stored.

	HISTFILESIZE
	The number of past commands HISTFILE stores.

	HOME
	The absolute path of the user's home directory.

	LANG
	The language the operating system uses.

	PAGER
	Used by the man command to specify the program in which to display man pages.

	PATH
	The directory prefixes used to search for programs and files.

	SHELL
	The user's login shell.


Script Files

	File
	Description

	/etc/profile
	This file executes immediately after a user logs in. It is a systemwide initialization file that is used primarily to set environment variables.

	/etc/bashrc
	This file executes after /etc/profile. It is also a systemwide file that is often executed by individual users' .bashrc file. It is most commonly used for aliases and functions.

	~/.bash_profile
or
~/.bash_login
or
~/.profile
	After /etc/profile executes, the system searches for these files in the user's home directory. These are optional files in which users can create settings specific to their systems. ~/.bash_login only executes in the absence of ~/.bash_profile. ~/.profile only executes in the absence of the other two. (The ~/ is a bash home directory variable. It eliminates your need to know where a user's home directory is.)

	~/.bashrc
	This file executes when bash runs. It is often used to include /etc/bashrc in its scripts.

	/etc/rc.d/rc.local
	This script file relates to the init process. Scripts in this file execute after all the entries in the /etc/inittab file have executed.


Typically you modify the /etc/bashrc file by adding aliases and functions.

· An alias is a shortcut to a longer command. 

· A function lets you create more complex command constructions. 

You can use the alias or function commands to create each type of script at the command line, but the script would only apply to your active session. Instead, use a text editor (such as vi) to add aliases and functions to the script files listed above. In that way, they will run when you log in.

You can also write additional scripts and run them from the scripts listed above, or run them from the command line However, you must make the script executable before you can run it.

Scripting Syntax

	Method
	Description
	Syntax
	Example

	Alias
	An alias associates a shortcut word with a command.
	alias shortcut='command(s)
	alias l='ls -l' means you can type l at the command line to run the ls -l command.

	Function
	A function associates a shortcut (called the function name) with a set of commands.
	function NAME { command; command; command; }
	function STAT { who; date; mount; pwd } creates a function STAT that runs the four listed commands. Typing STAT at the command line runs the function.

	Script Lines
	Enter normal commands inside a script file. The commands run each time the script runs.
	Place each command on its own line in the script file.
You can insert alias and function lines in a script file as well to automatically establish shortcuts.
	A script file with the following entries:
who
date
mount
pwd
Runs all four commands. 

	Decision Construct
	A decision construct in a script file makes running script lines conditional.
	if [statement]; then
lines to run
fi
Be sure to end the construct with fi.
	The following block:
if [USER=root]; then
PATH=/root/bin:$PATH
fi
Adds /root/bin to the PATH variable for the root user. 


As you write script statements, you might need to check values of system variables (such as environment variables). To use variables in a script, add $ to the front of the name of the variable you want to use. For example, $SHELL returns the SHELL environment variable. 

When you run a script file, special variables are created that correspond to the command you used to run the script. If necessary, you can use these inside the script to perform actions or create decision constructs. $0 is the name of the script file, while $1, $2, $3, etc. are variables for parameters included on the command line. For example, running a script file /root/myscript as follows:

/root/myscript Monday February

creates three variables, one for the script name ($0), one for the first parameter ($1=Monday), and one for the second parameter ($2=February).

Help Facts

Any regular Linux distribution can contain upwards of 1,000 commands. It would be impossible for most users to memorize each command, its syntax, and available options, so Linux provides several different help options which are described in the table below.

	Help Method
	Description
	Syntax and Examples

	Man (manual) pages
	A man page is on-line help for a specific command. Help shows the command's syntax, options, and related files and commands.

When you use the man command, the corresponding file is opened in the command prompt window using the default paging program (typically less). 

Man pages are typically stored in the /usr/man or /usr/share/man directory. Subdirectories store man pages for different types of commands or languages. You can specify a different location for man pages with the MANPATH environment variable. The system sets this variable through the /etc/man.config script, but you can also set the variable for individual users. For example, you can edit the user profile script to specify an alternate location for the man pages, for example if the user needs to use a language other than the default system language.
	To view a man page, type:
man command 
(where command is the command for which you need help) 

· man userdel shows the man pages for the userdel command 

· man man shows the man pages for the man command

Use the -k option to search the man pages for a command: 

· man -k user lists all the commands with user in the command name or description

	whatis database
	The whatis database is an index of the man pages on the system. You can search the whatis database to find man pages that contain a specific word.

· Before you can search the database, you must create it. Run /usr/sbin/makewhatis to create the whatis database. 

· Use the makewhatis -u command to update the database after changes have been made to the man pages. 
	To search the database, use
apropos keyword OR
whatis keyword
(where keyword is the word you want to search on)
These commands will return a list of the man pages containing the search string. Then use the man command with the corresponding command name to display the page with the search string.



	Info pages
	For GNU software, info pages are the primary documentation source. Info pages allow you to use hypertext links by using the Tab key to move among links and the Enter key to follow links. As in man pages, press q to exit an info page.
	To see the info page, type:
info command 
(where command is the command for which you need help) 

· info mkfifo opens the info page for the mkfifo command 

· info man opens the info page for the man command

	Help switch
	Many commands include on-line help as one of the switches for the command. In most cases, help gives you a listing of the command syntax and available options. However, what each option means is often not explained in help. 
For many commands, if you type the command with an incorrect or missing parameter, the help information will be shown automatically.
If you need more information than help provides, try viewing the man or info pages.
	To view the help available for a command, type:
command --help or command -h 
(where command is the command for which you need help) 

· jobs --help for help with the jobs command 

· echo -h for help with the echo command

Note: Although some commands support both switches, the --help switch is the most common.

	Internet resources
	Because of its open source nature, you can find nearly anything you need to know about Linux on the Internet. Two common sources of information include: 

· HOWTOs. HOWTO documents describe how to perform specific tasks. You can access them through The Linux Documentation Project Web site in a wide variety of formats. 

· Forums. Forums allow you to post questions to a wide number of users. Forums generally also contain searchable discussion archives where you may find answers to questions. 

· Linux user groups (LUGs) 

Before posting a question to a forum, be sure you have read the man pages and other documentation on your own. 

You might want to copy the HOWTO documentation to your system. If so, a common location is in the /usr/doc or usr/shar/doc directory. 
	· For HOWTOs, go to www.tldp.org for The Linux Documentation Project 

· For a list of groups and forums, go to www.deja.com (now part of Google groups).


The user ID (UID) and the group ID (GID) are typically automatically assigned by the system (although in some cases you can modify the ID number if you like). 

· The root user has a UID of 0. 

· Users you create are assigned UIDs 500 and above. 

Users can be members of two different group types:

· Primary group (also called the private group). By default, when you create a user, a corresponding group is also created. The user is the only member of this group. When you create files and directories, the primary group is automatically made the owner of those files. 

· Secondary groups. Secondary groups are groups you create. You assign members to those groups, and then use permissions to control access to files. 

	File
	Description

	/etc/passwd
	Holds user account information including the user name, UID, primary group membership, and the home directory location.

	/etc/shadow
	Holds passwords and password expiration information for user accounts. Using a separate file increases the security of the user passwords. only root has read rights to the shadow file

	/etc/group
	Holds group information including the group name, GID, and group membership information.

	/etc/gshadow
	Holds passwords for groups.


password file fields:

users name | password | UID | primary group ID  | comment | shell | home directory

group file fields:

group name| group password |group ID | users that belong : comma delimited

vipw  = opens vi and loads the password file, when you exit it will prompt you to edit the shadow file, if you created a new user or made changes.


if did not prompt on my SLES 8

User Commands and Files

	File
	Contents

	/etc/passwd
	Each line identifies a user account.
Each line contains multiple fields, with each field separated by a colon. 
Shown below is a sample line from the passwd file:

pclark:x:501:501:Petunia Clark:/home/pclark:/bin/bash

The fields within this line are as follows: 

1. User account name. 

2. Password. An x in the field indicates passwords are stored in the /etc/shadow file. 

3. User ID number. 

4. Primary group ID number, typically this number matches the UID number. 

5. GECOS field, typically used for a description or the user's full name. 

6. Path to the home directory. 

7. Path to the default shell. 

	/etc/shadow
	Like the /etc/passwd file, each line corresponds to a user account.
Each line consists of fields separated by colons. 
Shown below is a sample entry:

pclark:$ab7Y56gu9bs:12567:0:99999:7:::

The fields within this line are as follows: 

1. User account name. 

2. Password. The $ in front of the password identifies the password as an encrypted entry. 

3. Last change. The date of the most recent password change, measured in the number of days since 1 January 1970. 

4. Minimum password age. The minimum number of days the user must wait before changing the password. 

5. Maximum password age. The maximum number of days between password changes. 

6. Password change warning. The number of days a user is warned before the password must be changed. 

7. Grace logins. The number of days the user can log in without changing the password. 

8. Disable time. The number of days since 1 January 1970, after which the account will be disabled. 


Although it is possible to edit the passwd and shadow files manually to manage user accounts, doing so can disable your system. Instead, use a GUI utility or the following commands to manage user accounts.

	Use...
	To...
	Example

	useradd name
	Create a user account. By default, when you create a user account, you create a home directory for that user with the same name under /home/username.
	useradd pmaxwell creates the pmaxwell user account

	useradd -c text name
	Add a description for the account in the GECOS field of /etc/passwd.
	useradd -c "Paul Morrill" pmorril creates the pmorril account with a comment

	useradd -d path name
	Assign an absolute pathname to a custom home directory location.
	useradd -d /tmpusr/sales1 sales1 creates the sales1 user account with home directory located at /tmpusr/sales1

	useradd -u ID name
	Assign the user a custom UID. This is useful if you want to assign ownership of files and directories to a different user.
	useradd -u 789 dphilips creates the dphilips account with user ID 789

	usermod name
	Modify an existing user account. usermod uses the same switches as useradd.
	usermod -c "Paul Morril" pmorril changes the comment field for user pmorril

	usermod -l newname name
	Rename a user account. When renaming the account, use the -d switch to rename the home directory, and use the -m switch to copy all files from the existing home directory to the new home directory.
	usermod -l esmith -d /home/esmith -m ejones renames the ejones account to esmith, renames the home directory, and moves the old home directory contents to the new location

	usermod -s path name
	Modifies the default shell setting for the user account. 
	usermod -s /bin/tsch esmith points the shell for esmith to /bin/tsch

	userdel name
	Remove the user from the system.
	userdel pmaxwell deletes the pmaxwell account while leaving the home directory on the system

	userdel -r name
	Remove the user and the user's home directory.
	userdel -r pmorril removes both the account and the home directory


If you ever edit the user database files manually, use the vipw command. This command locks the user files and opens them in vi for editing.

Group Commands and Files

Group information is stored in two different files. The table below describes these files and their sample content.

	File
	Contents

	/etc/group
	Each line identifies a group.
Each line contains multiple fields, with each field separated by a colon. 
Shown below is a sample line from the passwd file:

sales:x:510:pclark,mmckay,hsamson

The fields within this line are as follows: 

1. Group name. 

2. Group password, this field will have an x if group passwords are contained in the gshadow file. 

3. Group ID. 

4. Group members, a comma-separated list of user accounts that are members of the group. 

	/etc/gshadow
	Like the /etc/group file, each line corresponds to a group.
Each line consists of fields separated by colons. 
Shown below is a sample entry:

sales:!:pclark:pclark,mmckay,hsamson

The fields within this line are as follows: 

1. Group name 

2. Group password. The group password allows users to add themselves as members of the account. If the field contains a single exclamation point (!), the group account cannot be accessed using the password. If the field contains a double exclamation point (!!), no password has been assigned to the group account (and it cannot be accessed using the password). If there is no value, only group members can log in to the group account. 

3. Administrators. This field contains a list of users (in comma-delimited format) who have authorization to administer the account. 

4. Group members, a comma-separated list of user accounts that are members of the group. 


Use the commands in the table below to manage Linux groups.

	Use...
	To...
	Example

	groupadd name
	Create a group.
	groupadd sales creates the sales group

	groupmod -l newname name
	Change the name of a group.
	groupmod -l sales2 sales renames the sales group to sales2

	groupdel name
	Delete a group.
	groupdel mktg deletes the mktg group

	gpasswd name
	Change a group password (use the -r option to remove a group password).
	Typing gpasswd sales prompts you to type the group password

	newgrp name
	Log in to a new group. You must have the group password to complete this command.
	Typing newgrp sales prompts you for the password for the sales group so you can log in

	usermod -g group user
	Assign a user to a primary group.
	useradd -g pmaxwell pmaxwell assigns primary group membership for user pmaxwell to the pmaxwell group

	usermod -G group1,group2 user
	Assign a user to a secondary group (or groups). Follow the command with a comma-separated list of groups.
	usermod -G sales,mktg pmorril removes all existing group assignments for pmorril and makes the user account a member of the sales and mktg groups


Note: When you assign a user to one or more secondary groups, all existing secondary group membership is removed before assigning the user account to the listed groups.

groups “userName” to find out what groups a user belongs to

The root User Account

The root user account is the Linux system superuser. As such, the root user can perform any task. Because of this, it is important that you protect the root user account. Follow these recommendations.

· As an administrator, create a user account that gives you sufficient permissions to perform most of your daily accounts. Use this account instead of the root user account when logging in to the system. 

· When you have to perform tasks that require the root user account, log in, perform the necessary tasks, then log out again. 

In particular, you will use the su command to switch users (log on as a different user) and perform system tasks.

	Use...
	To...
	Example

	su -l name
su - name
	Log in to a different user account. If no name is specified, the root user is assumed.
	su -l root
su - root
su -
su -l
Each command here switches to the root user.

	su -c 'command' -l name
	Execute a single command, logging in as a different user.
	su -c 'usermod -c "Mary Burns" mburns' -l root switches to the root user and executes the usermod command.


You can also give individual users or groups the ability to execute commands as the superuser by using the sudo command. You should know the following facts about the sudo command:

· Users and the commands they are entitled to execute are stored in the /etc/sudoers file. 

· To give a user the ability to execute a command, create an entry in the /etc/sudoers file. 

· When users need to execute the command, they use the sudo command followed by the command they want to execute. 

· Users will be prompted for a password before the command will execute. This is the current user account password, not the root account password. 

· sudo logs information about the users and the commands they run (or try to run). 

As you administer the system and switch users to perform system tasks, you might need to identify the currently-logged in user or all logged in users. Use the following commands to help identify logged in users:

· who -u shows all users logged in to the system. 

· whoami shows the current user's login name. 

Password and User Account Security

The first step to securing user accounts on your system is to use the shadow password file. When you use shadow passwords, passwords are removed from the /etc/passwd file, encrypted, and placed in the /etc/shadow file. By default, shadow passwords are enabled during installation. You can use the following commands to control use of shadow passwords after installation:

· Use pwconv to start using shadow passwords. Use grpconv to use the /etc/gshadow file for groups. 

· Use pwunconv to stop using shadow passwords. Use grpunconv to stop using the group shadow file. 

Another way to protect user accounts is by using complex passwords. Complex passwords:

· Contain a minimum of eight characters 

· Must contain a mix of lower case and upper case letters and numbers 

· Do not contain recognizable patterns (such as words or the user account name) 

Linux automatically enforces complex passwords. However, as the root user you can set a password that does not meet these complexity requirements. 

Finally, you can protect user accounts by setting passwords, disabling accounts, and configuring password expiration times. The following table shows the commands to configure user account security.

	Use...
	To...
	Example

	passwd name
	Assign or change the password for a user. You will be prompted to enter the password.
	passwd badams changes the password for the badams account. 
Use passwd without a user account to change the current user password.

	passwd -d name
	Remove the password from an account.
	passwd -d badams removes the password from the badams account.

	passwd -x # name
	Set the number of days a password can be used (password expiration time).
	passwd -x 40 badams requires badams to change his password every 40 days.

	passwd -n # name
	Set the minimum number of days a password exists before it can be changed. 
	passwd -n 10 badams means that badams cannot change his password for 10 days following the most recent change.

	passwd -w # name
	Set the number of days before the password expires that the user is warned.
	passwd -w 2 badams means that badams will be warned 2 days before his password expires.

	passwd -i # name
	Set the number of days following the password expiration that the account will be disabled.
	passwd -i 7 badams will disable the badams account after 7 days if the password is not changed.

	usermod -L name
passwd -l name
	Disable (lock) an account. These commands insert a ! before the password, effectively disabling the account.
	passwd -l badams locks the badams account.

	usermod -U name
passwd -u name
	Enable (unlock) an account.
	passwd -u badams unlocks the badams account.


As you examine the /etc/passwd and /etc/shadow files, be aware of the following special cases:

· An x in the password field of /etc/passwd indicates that shadow passwords are used. 

· A ! for the first character in the password field for a user account identifies the account as disabled. 

· Any single-character entry in the password field means the account is disabled and no password is set. 

Password and User Account Security

The first step to securing user accounts on your system is to use the shadow password file. When you use shadow passwords, passwords are removed from the /etc/passwd file, encrypted, and placed in the /etc/shadow file. By default, shadow passwords are enabled during installation. You can use the following commands to control use of shadow passwords after installation:

· Use pwconv to start using shadow passwords. Use grpconv to use the /etc/gshadow file for groups. 

· Use pwunconv to stop using shadow passwords. Use grpunconv to stop using the group shadow file. 

Another way to protect user accounts is by using complex passwords. Complex passwords:

· Contain a minimum of eight characters 

· Must contain a mix of lower case and upper case letters and numbers 

· Do not contain recognizable patterns (such as words or the user account name) 

Linux automatically enforces complex passwords. However, as the root user you can set a password that does not meet these complexity requirements. 

Finally, you can protect user accounts by setting passwords, disabling accounts, and configuring password expiration times. The following table shows the commands to configure user account security.

	Use...
	To...
	Example

	passwd name
	Assign or change the password for a user. You will be prompted to enter the password.
	passwd badams changes the password for the badams account. 
Use passwd without a user account to change the current user password.

	passwd -d name
	Remove the password from an account.
	passwd -d badams removes the password from the badams account.

	passwd -x # name
	Set the number of days a password can be used (password expiration time).
	passwd -x 40 badams requires badams to change his password every 40 days.

	passwd -n # name
	Set the minimum number of days a password exists before it can be changed. 
	passwd -n 10 badams means that badams cannot change his password for 10 days following the most recent change.

	passwd -w # name
	Set the number of days before the password expires that the user is warned.
	passwd -w 2 badams means that badams will be warned 2 days before his password expires.

	passwd -i # name
	Set the number of days following the password expiration that the account will be disabled.
	passwd -i 7 badams will disable the badams account after 7 days if the password is not changed.

	usermod -L name
passwd -l name
	Disable (lock) an account. These commands insert a ! before the password, effectively disabling the account.
	passwd -l badams locks the badams account.

	usermod -U name
passwd -u name
	Enable (unlock) an account.
	passwd -u badams unlocks the badams account.


As you examine the /etc/passwd and /etc/shadow files, be aware of the following special cases:

· An x in the password field of /etc/passwd indicates that shadow passwords are used. 

· A ! for the first character in the password field for a user account identifies the account as disabled. 

· Any single-character entry in the password field means the account is disabled and no password is set. 

Permission and Ownership Concepts

· What is the difference between the user owner and the group owner? 

· What actions are allowed if someone has rw permissions? 

· How do you enable a script file to be run? 

· What does the x permission on a folder mean? 

· What permissions are identified by the number 776? 

· What are the default file and directory permissions assigned for new objects? 

· What does a umask setting of 033 do to the default permissions? 

· What bit must you change to allow users to run a file as if they owned the file? 

· What permissions are identified by the number 6421? 

Permission Facts

Every file has an inode (information node) that stores information about the file, including when the file was last modified, file size, data block location, permissions, and ownership (remember, directories are also files in the Linux system). The portion of the inode that stores permission information is called the mode. The mode has three sections:

· User (owner) permissions 

· Group (group owner) permissions 

· Other (everyone on the Linux system) permissions 

There are three types of permissions contained in the mode, each of which is described in the table below.

	Permission
	Letter Abbreviation
	Octal Value
	Allowed Actions on Files
	Allowed Actions on Directories

	Read 
	r
	100 (binary
4 (decimal)
	Open and read the file
	List directory contents if the execute permission is also present

	Write
	w
	10 (binary)
2 (decimal)
	Open, read, and edit the file
	Add, delete, and rename files if the execute permission is also present

	Execute 
	x
	1 (binary and decimal)
	Execute the file (if it's a program file) or the shell script
	Enter the directory and work with its contents


When you identify permissions, you can either use the letter abbreviation (r, w, x), or the octal number that corresponds to the permission. The following graphic shows a detailed depiction of how permissions are displayed and how they can be referenced. 


You should note the following facts about the mode:

· A d preceding the permissions indicates that the object is a directory. A - identifies a file (the example above is for a file). 

· Permissions are grouped according to user, group, or other permissions. 

· If a permission has not been assigned, a - takes its place in order. 

· When using numbers to represent permissions, add the decimal numbers together within each permission group. Then string the numbers together. For example, the permissions in the graphic above can be represented by the number 764. 

· The root user has all permissions to files and directories regardless of what the mode indicates. 

Default Permissions and Umask
By default, files receive rw-rw-rw- (666) permissions, and directories receive rwxrwxrwx (777) permissions when they are created. In most cases, the default assignment gives excessive permission to files and directories.

You can customize the default permission assignments by setting a umask. The umask identifies which permissions are removed from the default permissions when files and directories are created. The following table shows what happens when you set a umask value of 022.

	
	Files
	Directories

	Default Permission
	666
rw-rw-rw-
	777
rwxrwxrwx

	Umask
	022

	Result
	644
rw-r--r--
	755
rwxr-xr-x


In the example above, when you create a file, the umask value (022) is subtracted from the default permissions for new files (666). This gives you permissions of 666 - 022 = 644 or rw-r--r--. 

Note: When subtracting permissions using the umask, use binary math (not decimal math) to identify the exact permissions removed. Be sure to remove permissions from the system defaults, not from all permissions (777 for both files and directories).

Additional examples of umask calculations are:

· A umask of 066 results in file permissions of rw-------- (600) and directory permissions of rwx--x--x (711). 

· A umask of 033 results in file permissions of rw-r--r-- (644) and directory permissions of rwxr--r-- (744). Notice that the file permissions are not 633 as you would get if you performed decimal math using the umask setting. 

· A umask of 011 results in no changes to file permissions (the x permission is already removed by default) and directory permissions of rwxrw-rw- (766). 

Ownership Facts

When a user creates a file (or directory), the user and the user's primary group receive ownership for the file (or directory). File ownership determines which users are allowed to change the file's ownership and permissions. Only a file owner and the root user can change file ownership or permissions.

The three permission settings in the table below comprise a "fourth group" that also affects file ownership. You need to understand how to work with these settings in conjunction with permissions.

	Setting
	Letter Abbreviation
	Octal Abbreviation
	Description

	SUID (Set User ID)
	s in the execute permission position of the user permissions
Example: rwsrw-rw-
	100 (binary)
4 (decimal)
	If the SUID bit is set, the program will run with the permissions of the file owner, not with the permissions of the user who runs the program. 
The most common use of SUID is to allow users to run a command as the root user. Users do not become the root user, but rather the command or program runs as if executed by the root user. 
Some programs require the SUID bit set for proper functionality.
Be careful in setting the SUID bit as it could give a program too many permissions.

	SGID (Set Group ID)
	s in the execute permission position of the group permissions
Example: rwxrwsrw-
	10 (binary)
2 (decimal)
	If the SGID bit is set, the program will run with the group permissions of the group owner. 
This can also present security risks to your system.

	Sticky Bit 
	t in the execute permission position of the other permissions
Example: rwxrw-rwt
	1 (binary and decimal)
	This marks the file in such a way as to prevent the file's deletion from the system by anyone except the file owner. Setting the sticky bit works particularly well with shared files.


Each fourth group setting precedes the standard octal representation of a set of permissions. For example:

· 4421 sets the SUID 

· 2421 sets the SGID 

· 1421 sets the sticky bit 

· 6421 sets both the SUID and SGID 

· 7421 sets all three 

Notice how in each case, only the first number changes to identify the fourth group settings. User, group, and owner permissions remain the same in each example.

· Configure file and folder permissions using variations of the chmod command: 

· Add or remove a single permission using + and - 

· Set permissions using octal notation 

· Set permissions using = 

· View and modify the umask setting.

Permission Commands

The table below lists the most common commands for managing file permissions.

	Use...
	To...
	Example

	chmod category+permission filename
	Add a permission for a user, group, or other (category) to a file.
	chmod u+x,g+x,o+x myfile

This syntax adds the execute permission to the file myfile for user, group, and other.

	chmod category-permission filename
	Remove a permission for a user, group, or other from a file.
	chmod g-w,o-w myfile

This syntax removes the write permission for group and other from the file myfile.

	chmod category=permission filename
	Makes the permission equal to the permission specified for the user, group, or other for the file.
	chmod u=rwx myfile

This syntax grants the user read, write, and execute permission for the file myfile.

	chmod number filename
	Sets the permissions for the file according to the numbers represented for each mode category.
	chmod 711 myfile

This syntax grants the user read, write, and execute permission (7) while group and other both receive execute permission (1) for the file myfile.

	umask
	View the current umask setting
	022 is the typical umask setting.

	umask number
	Change the default umask (normally 022).
	umask 007

This syntax sets the umask to remove nothing from the user or group but to remove all permissions from other.


Ownership Commands

The table below lists the most common commands for managing file ownership.

	Use...
	To...
	Example

	ls -l
	View a long file listing. A long file listing shows the ownership, permissions, and names for the files (among other information).
	drwxr-xr-x 22 root root 4096 Jun 19 15:01 sales

	chown user filename
	Change the ownership of a file (or directory). Only the root user or owner of the file can execute this command.
	chown pmorril /sales/report makes pmorril the user owner of the /sales/report file

	chown -R user filename
	Change the ownership of the file recursively throughout the directory tree.
	chown -R pmorril /sales makes pmorril the owner of all files in the /sales directory (and below)

	chown user:group filename
	Change the user and group ownership of the file.
	chown pmaxwell:sales /sales/report makes pmaxwell the user owner and sales the group owner of the file

	chown :group filename
chgrp group filename 
	Change the group owner of a file.
	chown :sales -R /sales makes the sales group the owner of all files in the /sales directory
chgrp sales /sales/report makes the sales group the group owner of the file


Managing Files

After finishing this section, you should be able to complete the following tasks:

· Find information about files and directories. 

· Create and delete directories, including directory contents. 

· Delete and move files. 

File Management Commands

The table below lists the most common file management commands.

	Use...
	To...
	Example

	cat filename filename
	Combine files, add content to an existing file
	cat cam_proj new_specs combines the new_specs file with the cam_proj file.

	cp source destination
	Copy a file to a new location. When you copy a file, you create a new file. File ownership and permission comes from the user who ran the cp command.
	cp proj /ongoing/projects 
cp proj /ongoing/projects/proj 
Either command copies the proj file to the /ongoing/projects directory.

	diff filename filename
	Find the differences between two files.
	diff cam_proj cam_proj1 finds the differences between the two named files.

	file filename(s)
	View the file type(s) for the designated file(s).
	file /bin/* | less shows the file type for each of the files in the /bin directory. (This command pipes the output to less to allow you to view each file line-by-line or page-by-page.)

	mkdir directory name
	Create a directory.
	mkdir projects creates a projects directory in the current working directory.

	mkdir -p path
	Create a directory tree structure.
	mkdir -p completed/projects creates the completed/projects subdirectory in the current working directory.

	mv source destination
	Move a file to a new location. This is also the command used to rename an existing file using a new name. When you move a file, permissions stay the same (although you need the permissions to move the file).
	mv ongoing/projects/proj completed/projects/proj moves the proj file from /ongoing/projects to /completed/projects.

	rm filename
	Delete a file.
	rm proj removes the proj file the system.

	rm -f filename
	Delete a file without a warning prompt.
	rm -f proj immediately removes the proj file from the system without prompting.

	rmdir directory
	Delete a directory (the directory must be empty).
	rmdir /projects -- Removes the projects directory from the system.

	rm -r directory
	Delete a directory and its contents (use the -rf switches together to delete without prompting). Take care with this command because rm -rf* deletes all files in the system.
	rm -rf completed/ removes the directory structure beginning with the /completed directory.
rm -rf * removes all files without prompting (do not use this command).

	touch filename
	Change a file's timestamp.
	touch proj changes the access and modification times of the proj file to the current time.

	du path
Common switches include: 

· -c list a total number for the size 

· -s list only the total, not each file 
	List files and file sizes in and below the specified directory.
	du -c /home/badams lists all files and directories in badams' home directory along with a file size and a total amount of space taken up by the directory.
du -c -s /home/badams shows the total amount of space taken up in badams' home directory.

	df path
	List the free space in the partition holding the specified directory.
	df /home lists the free space on the partition that holds the /home directory.


You should also know the following facts about working with files:

· Hidden files (files not shown by the ls command) are files that start with a period. 

· To show hidden files with the ls command, use the -a option. 

· Commonly used commands often use aliases (an alias is a shortcut to a command). Two common aliases are 

· ll = ls -l 

· la = ls -a 

· You can set up command aliases of your own in .bash_profile file in your home directory. This is one of several files that set the system configuration. .bash_profile executes after the systemwide profile file, /etc/profile. 

· To execute programs: 

· Enter the executable name to run a program directly. (This only works for files that are on your path.) 

· Enter ./filename to run an executable when you are in a directory that is not on your path. 

· Enter the full pathname to the file to run an executable from anywhere. 

Init and Runlevels

· What is a runlevel? 

· Which runlevel shuts down the system? Which runlevel is the single user runlevel? 

· How are shell scripts, symbolic links, and runlevel directories used to start and stop services? 

· What does the filename K05atd in a runlevel directory mean? 

· Identify the current system runlevel. 

· Change the system runlevel. 

· Identify the services that will start automatically for a given runlevel. 

· Change the runlevels for which a service will be started automatically. 

Init and Runlevel Facts

A system's runlevel depends on its ability to perform the boot up process successfully. The boot process occurs in the order of the steps listed below.

1. POST 

2. Bootstrap 

3. Boot loader 

4. Kernel 

5. Init 

The init (initialize) daemon is responsible for loading all the other daemons that bring the system to a useable state. (A daemon is a system service.) To load the other daemons, init uses the /etc/inittab (init table) configuration file. 

Linux lets you define multiple runlevels. A runlevel identifies a collection of services that defines a specific system state. For example, Microsoft Windows has Safe Mode and regular mode which are somewhat equivalent to Linux runlevels. In Linux, however, you can define multiple runlevels and customize the runlevels to meet your own needs. 

The runlevel is determined by the number and type of daemons that a system has loaded into memory and is executing. The table below describes each of the seven runlevels. (This system of seven runlevels comes from System V Unix which first implemented this initialization procedure.)

	Runlevel
	Description
	Directory

	0
	This is the halt state. In runlevel 0, the system has no daemons in memory and is ready to be turned off.
	/etc/rc.d/rc0.d

	1
s
S
single
	This is single user mode. In single user mode, the system uses only enough daemons to allow a single user to log in. The user is automatically logged in as the root user.
	/etc/rc.d/rc1.d

	2
	This is multi-user mode. In multi-user mode, the system allows multiple users to log in. It also provides networking services with the exception of the Network File System.
	/etc/rc.d/rc2.d

	3
	This is extended multi-user mode. In extended multi-user mode, the system provides multi-user mode support in addition to all network services, including Network File System.
	/etc/rc.d/rc3.d

	4
	This runlevel is not used. However, you can manually define it, if you wish.
	/etc/rc.d/rc4.d

	5
	This is graphical mode. In graphical mode, the system provides the same capabilities as in extended user mode. However, the system also supports graphical log ins.
	/etc/rc.d/rc5.d

	6
	This is the reboot runlevel. In this runlevel, the system re-starts itself. Do not set the runlevel to 6.
	/etc/rc.d/rc6.d


The following graphic shows an example of the /etc/rc.d directory contents.
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Notice the following items in the graphic:

· Shell script files that launch services are stored in the /etc/rc.d/init.d directory. On some systems, a symbolic link at /etc/init.d also points to this directory. 

· Symbolic links in the runlevel directories (rc0.d, rc1.d, etc.) point to the daemons in the /etc/rc.d/init.d directory. Names of these links identify whether the services are started or stopped. 

· Files are named in the directory in the following ways: 

· K + number + service = kill 

· S + number + service = start 

· The number in the file name is a priority number. The lower numbers have priority over (execute before) higher numbers. 

· Files that kill processes run before files that start processes. 

· In this example, switching to runlevel 1 will kill the atd service (K05atd symbolic link) and start the keytable service (S17keytable symbolic link). 

· When you use the chkconfig command, you are adding and removing symbolic links in the runlevel directories (rc0.d, rc1.d, etc.). 

Init Commands and Files

The table below lists the most common commands for managing runlevels.

	Use...
	To...

	chkconfig --add name
	Start a service. Examples: 

· chkconfig --add atd starts the atd daemon 

· chkconfig --add ypserv starts the ypserv daemon

	chkconfig --del name
	Stop a service. Examples: 

· chkconfig --del ldap removes the ldap daemon 

· chkconfig --del irda removes the irda daemon

	chkconfig --level level name
	Specify the level to which a service should belong. Examples: 

· chkconfig --level 5 lpd specifies level 5 for the lpd daemon 

· chkconfig --level 15 specifies levels 1 and 5 for the ntpd daemon

	chkconfig --level level name on|off|reset
	Starts, stops, or resets the named service in the specified runlevel. The on and off options affect levels 2, 3, 4, and 5 when the runlevel is omitted. Examples: 

· chkconfig --level 345 nfslock off turns the nfslock daemon off in runlevels 3, 4, and 5 

· chkconfig ypxfrd on turns the yp transfer daemon on in levels 2, 3, 4, 5

	chkconfig --list
	View a list of services and their runlevels. If you use the name option, you'll only get information for the named service.

	init runlevel
telinit runlevel 
	Change the system runlevel. Examples: 

· init 0 changes the system to runlevel 0, shutting the system down 

· init 1 changes the runlevel to 1, which is single-user mode, often used for maintenance tasks.

	init q
init Q
	Have init re-examine the inittab file.

	runlevel
	View the current runlevel.


Init uses the /ect/inittab file to determine the system runlevel and load daemons. The table below describes the format of the lines in the inittab file (the inittab uses a colon-delimited format).

	Field
	Description

	label:
	This field organizes the file to allow the init daemon to read it alphabetically.

	runlevel(s):
	This field specifies the runlevel(s) to which the line corresponds.

	action:
	This field tells init what action to take (e.g., respawn, wait, boot, bootwait, powerfail, powerwait).

	command
	This field designates a shell command to execute.


The following lines below are typical inittab lines:

· id:5:initdefault: This line indicates that init should set the system runlevel at 5 by default. 

· si::sysinit:/etc/rc.d/rc.sysinit This line indicates that that init should execute the /etc/rc.d/rc.sysinit command prior to entering a runlevel when the system initializes. (The program initializes the system hardware, set environment variables, verifies filesystems, and prepares the system to load daemons.) 

· cmd:123:wait:/sbin/custom This line runs the special script file (/sbin/custom) for runlevels 1, 2, and 3. 

Tip: You can also edit the /etc/rc.local script file to perform actions when the runlevel changes or the system reboots.

Services

· Use the service command to start, stop, and restart services. 

· Start, stop, and restart services by running the corresponding script. 

Services Commands and Files

Managing most services is done by executing a shell script that corresponds to the service. Shell scripts are typically located in /etc/rc.d/init.d, although a symbolic link pointing to this directory might also exist at /etc/init.d. Shell scripts contain a series of actions to start, stop, and otherwise manage the service. The table below lists the most common commands for managing services.

	Use...
	To...
	Example

	/etc/rc.d/init.d/servicename option
	Run the shell script associated with the service. The options available depend on the shell script. Most scripts include the following options: 

· start 

· stop 

· status 

· restart 

· reload 

· * (shows a list of available options)
	/etc/rc.d/init.d atd start 

/etc/rc.d/init.d atd restart

	service --status-all
	View the status of all services
	Use this command as shown to get a list of service status.

	service servicename option
	Use the service command line tool to manage services (eliminates the need to type the service's full path).
	service atd start

service atd restart


Managing Processes

answer the following questions:

· Which process is known as the mother of all processes? 

· What does the system use to identify processes? 

· What is a parent process? 

· What is a zombie process? 

· What happens to child processes when you terminate a parent process? 

After finishing this section, you should be able to complete the following tasks:

· Use the ps and top commands to identify running processes. 

· Stop a process with the kill and killall commands. 

Process Management Facts

A process refers to a program that is running in memory and in the CPU. There are two types of processes that you should be aware of:

· User processes--Started when a user executes a program file. For example, when you execute a shell command, you start a user process. 

· Daemon processes--Started by the system (usually when the system boots up), but they can be started manually. Most daemons provide system services. 

Linux also allows you to run processes as either foreground processes or background processes.

· Foreground processes are attached to and running on the terminal. 

· Background processes are waiting in idle. You have limited signal control over waiting processes (like calling them back to the foreground). When you run a background process, you create a job. 

The system uses the following numbers to identify processes:

· The process ID (PID) uniquely identifies each process. System-started processes typically have low numbers, while user-started processes have higher numbers. 

· The parent process ID (PPID) identifies the process that spawned (or started) the process. 

· The job number identifies running jobs. 

The PIDs, PPIDs, and job numbers become important when you want to manage your processes. These numbers allow you to identify processes, parent processes, and background processes in order to run commands against them. For example, you can identify and kill (stop) processes.

· Init is the first process started by the system. It is responsible for spawning all other processes. 

· Processes can, in turn, start other processes. 

· To stop a process, use the kill command with the process ID number. 

· When you stop a process, all child processes are stopped as well. You can, however, kill a process and specify that child processes remain running. 

· If you kill a parent process, and not its child processes, the child processes become children of init. 

· A zombie process is an orphaned process (a process without a parent). This happens when the parent process fails to kill its child processes properly. Zombie processes can linger in the system, consuming resources and PIDs that the system needs. 

Process Management Commands

The table below lists the most common commands for gathering information about running jobs and processes.

	Use...
	To...

	ps
	Show the processes associated with the current user and terminal.

	ps -A
ps -e
	Show all processes.

	ps -a
	Show processes owned by other users and attached to a terminal (i.e., foreground processes).

	ps -f
	Show all possible detail for processes.

	ps -u
	Show processes by user ID.

	ps -l
	Show the processes in long format. The -l option gives you the process state (under the F for flag). The process state tells you if the process is sleeping (S), running (r), or traced (t) by another process. It will also tell you if a process is a zombie (Z) process.

	ps -x
	Show processes that are not attached to a controlling terminal. You can use this option to view daemon processes that begin during system start up without a terminal association.

	ps -aux
	Use the -a, -u, and -x options simultaneously. You can also run the aux option without the dash. (You can also run ps ax to receive the output of the -a and -x options.)

	ps -aux | grep processname
	Output information for the process on a single line. For example, ps -aux | grep atd shows the process information for the atd daemon.

	top
	Show processes in realtime, continuous updates. This command is useful when you want to monitor processes. The top command returns uptime, load, CPU status, and memory information for processes. Top lists the most CPU intensive processes at the top of the output. Hit the q key to exit the top command.


After you have identified running processes, use the following commands to terminate running processes.

	Use...
	To...
	Example

	kill PID
	Terminate the process with that process ID number. This command allows the process to complete its execution before stopping.
	kill 6754

	kill -9 PID
or
kill -s SIGKILL PID
	Terminate the process immediately. This command forces the process to stop regardless of its status. You can use this command to terminate zombie processes.
	kill -9 6754
or
kill -s SIGKILL 6754

	killall processname
	Terminate a process by name. This command terminates all processes with that process name.
	killall atd kills all processes named atd

	xkill
	Use to terminate a program that is not responding in the GUI. xkill changes to the cursor to something resembling a gun sight. Move the cursor over the hung program's window and click the mouse button to terminate the program.
	


You should know the following facts about the ps and kill commands listed above:

· There are several versions of the ps command from different Linux distributions. The GNU version has become the most common version, and it also supports the most options. 

· The kill command sends a terminate signal of varying strengths, numbered from 1 to 64. Each number sends a different type of kill command. However, there are only five common signals used: 

· 1 -- Stops a process and restarts it with the same PID. 

· 2 -- Sends an interrupt signal to the process. Its a weak kill signal but generally effective. 

· 3 -- Stops the process by taking the process information in memory and sending it to a core file on the hard disk. 

· 15 -- Stops the process gracefully. It is the default kill signal. 

· 9 -- Stops the program forcefully. 

· The kernel uses the nice command to assign process priority number to processes. Users can use the nice command to change process priorities. For example, combined with the kill command, the command kill -n19 PID elevates the kill command's priority to 19, the highest available priority number. 

The following table lists commands you can use to manage jobs.

	Use...
	To...

	jobs
	View the active jobs.

	Ctrl + Z
	Push a current job into the background

	bg
	Send a process to the background.

	fg
	Bring a process to the foreground.

	command &
	Start a process in the background. 


Scheduling Tasks

· What is the name of the two services (daemons) you can use to schedule jobs? 

· What does the entry 15 23 * * * in a crontab file mean? 

· Where are user crontab files located? 

· You want to schedule a single job to run once. Which utility would be your best choice? 

· View and edit your personal crontab file. 

· Use the at command to schedule tasks. 

cron Commands and Files

Use cron to schedule tasks to run on a regular schedule. Cron works by reading the crontab file (cron configuration files, short for cron tables) and running the corresponding script files or commands. There are two types of crontab files:

· The system-wide crontab file is /etc/crontab. (RedHat and Debian distributions store some preconfigured tasks in /etc/crontab that deal with disk usage. Only the root user should edit /etc/crontab; however, there is generally no need to do so.) 

· Each user has a personal crontab file located at /var/spool/cron/username. 

You can prevent users from being able to edit crontab files by creating either an /etc/cron.allow or an /etc/cron.deny file and listing the names of the users either allowed or denied crontab editing privileges respectively.

The table below lists the most common crontab commands.

	Use...
	To...

	crontab -e
	Edit the crontab file for the current user. The root user can use crontab -e -u username to edit the crontab file of the designated user.

	crontab -l
	View the contents of the crontab file. (Can also be used by root with the -u option to specify a user.)

	crontab -r
	Remove the crontab file. (Can also be used by root with the -u option to specify a user.)


To understand how to schedule jobs, you need to understand the crontab scheduling format. The table below illustrates the schedule format that you would see in a typical task schedule. Note that an asterisk (*) is equal to any.

	Example
	Minute
	Hour
	Day of Month
	Month
	Day of Week
	Meaning

	00 5 * * 6
	00
	5
	*
	*
	6
	This schedule runs the 6th day (Saturday) of the week, at the 5th hour (5am--5pm would be 17) and zero minutes. (Note that the days of the week are numbered 0 through 7, 0 and 7 being equal to Sunday.)

	15 23 25 * *
	15
	23
	25
	*
	*
	This schedule runs at 11:15 pm on the 25th of every month.

	00 24 1 1,6 *
	00
	24
	1
	1 and 6
	*
	This schedule runs at midnight on the first days of January and June.


The following table lists several examples of crontab entries. 

	Entry
	Meaning

	00  23  30   3,6,9  *  /bin/purge.sh  del
	This shell script with the del parameter runs on March, June, and September 30th at 11:00 pm.

	00  3   *  *  *  userupdate.sh
	This shell script runs at 3:00 am every day.

	30  1  *  *  6   root  /bin/csh  /root/bin/updateusers.sh  weekly
	This line comes from the /etc/crontab system file. Note that it contains an extra line for the user name under which the command will run. This shell script with the daily parameter runs at 1:30 am every Saturday.

	01  *  *  *  *  root  run-parts  /etc/cron.hourly
	This line comes from the /etc/crontab file. It runs all scripts in the /etc/cron.hourly directory on the first minute of every hour. Additional entries exist for daily, weekly, and monthly directories. In this way, you can schedule tasks without editing the crontab file simply by placing scripts in the corresponding directories.


at Commands

Use at to schedule tasks to occur once at a specific time. The table below lists the most common commands for managing tasks with the at command. After you schedule a time for the command to run, you receive an at prompt where you enter the names of the command(s), one per line.

	Command
	Run Time
	Example

	at time date
	Schedules the command to run at a specific time and date.
	at 12:12AM
at 12:12AM September 1
at 12:00AM 01/01/2010
at 12:00AM 01012010
at 12:00AM 01.01.2010

	at time_of_day
	Uses time of day keywords to run at a specific time.
	at midnight
at noon
at teatime (4pm)

	at now
	Schedules the command to run immediately.
	

	at now + number interval
	Schedules the command to run at the designated number of minutes, hours, days, or months from the current time. (You must specify the number of minutes, hours, days, or months.)
	at now + 5 minutes
at now + 2 hours
at now + 6 days
at now + 1 months

	at -f filename time
	Schedule tasks in a file to run at the designated time (like a shell script, for example).
	at -f /root/myscript 10:12

	at -l
atq
	List the tasks in the at queue. When you run this command as root, at lists all the jobs in queue. When you run it as a user other than root, at lists only the jobs that apply to the user.
	

	at -d jobnumber
atrm jobnumber
	Remove jobs from the at queue. Use commas to separate multiple jobs.
	at -d 2,3 
atrm 4 


Software Distribution

· What are some traditional problems with software installation in Linux? 

· What are the advantages of using tarballs for software installation? 

· What are the advantages of using a package manager for installing software? 

· If you wanted to install software from the source code, which installation method would you most likely use? 

· What is the difference between a tarball with a .tar, .gz, and a .bz2 extension? 

Software Installation Facts

Software for Linux system traditionally comes as source code that users compile themselves as part of the installation process. Newer methods allow users to acquire pre-compiled binary programs that can be used with a package manager. The formats in the list below are the formats in which Linux users can acquire software.

	Format
	Description

	Tarballs
	This is a compressed archive of files. Tarball software can be either source code or pre-compiled binary, but it is generally source code. 

· Tarball software comes with a .tar extension. 

· A .gz extension appended to the .tar extension means the tarball file is zipped using the gzip utility. 

· A .bz2 extension identifies a file zipped with the bzip2 utility. 

	Package managers
	Software used with package managers is pre-compiled. Users don't need to compile it as part of the installation process. Two leading package managers are 

· RPM--Red Hat Package Manager (.rpm extension) 

· DPKG--Debian Package Manager (.deb extension) 


Package managers offer some key advantages over open source tarball installations. Package managers use a central database to store software package information such as the following:

· Software version number 

· Software release information 

· Installation date 

· Dependency tracking (ensuring the appropriate software libraries and programs are present to run the software) 

Tarballs

After finishing this section, you should be able to complete the following tasks:

· Download, extract, and install software from a tarball. 

· Use the uninstall utility included in a tarball to remove the software from your system. 

Tarball Facts

Use the following general steps to perform a tarball software installation.

1. Download the software. Use the tar command to uncompress and extract the files. Extracting the files creates a subdirectory under the working directory that contains the source code. 

2. The subdirectory contains a README file and an INSTALL file with information about the software and installation instructions. If these files exist, read them for detailed instructions on how to install the software. Most tarballs install using the following process. 

3. Move to the subdirectory and run ./configure to allow the program to check your system configuration and prepare a list of what to compile inside a file called makefile. 

4. Run the make command to use the information in the makefile to compile the software through the GNU C Compiler (GCC). 

5. Switch to the root user and run make install to move the compiled binary files to the appropriate location in the filesystem (generally into the subdirectories of the /usr/local directory). 

When using the tar command, use the following syntax:

tar option(s) filename
The following table lists the most common options for the tar command.

	Option
	Description

	-f
	Identifies the source as an archive file.

	-x
	Extracts the files in the tarball.

	-v
	Enables verbose mode to list files as they are extracted.

	-z
	Unzips a file compressed with the gzip utility (check for the .gz extension in the file).

	-j
	Unzips a file compressed with the bzip2 utility (check for the .bz2 extension in the file).


The following table lists several examples of extracting software with the tar command. 

	Example
	Action

	tar -xzvf /root/app1.tar.gz 
	Uncompresses and extracts the app1.tar.gz file.
Because the file was compressed with gzip (.gz extension), use the -z switch with the command. 

	tar -xjvf /root/app2.tar.bz2
	Uncompresses and extracts the app1.tar.bz2 file.
Because the file was compressed with bzip2 (.bz2 extension), use the -j switch with the command. 

	tar -xvf /root/app3.tar
	Extracts the app3.tar file.
The file is not compressed, and therefore does not require the -z or -j switches.


Package Managers

· What advantages do package managers provide over tarball installations? 

· What features do package manager front ends provide? 

· How do package managers track dependencies in software? 

· Why should you never mix package manager and tarball installations of the same software? 

· Install, update, and remove software using the Red Hat Package Manager. 

· Track updates and install or update software using YUM and APT. 

Package Manager Facts

A package manager is a software application that installs and maintains software. The package manager maintains a database of software information that you can query to view installed software. However, package managers don't allow users to compile the software as part of the installation process. 

Two common package managers include:

· RPM--The Red Hat Package Manager is the most widely supported package manager. 

· DPKG--Similar to rpm, the Debian Package Manager is designed to manage software for Debian Linux. It offers functionality equal to rpm, but it is not as widely supported or distributed. 

While a package manager alleviates software installation problems, it doesn't take care of all the problems. Because packages have dependencies, you may find that you need to find and install three or four separate packages to install a single software package. However, there are front-end package manager applications that track dependencies and find packages for you. Common front-end applications include:

· APT--Advanced Package Tool originally developed for use with Debian (used with both RPM and Debian). APT is a command line tool. Use Synaptic for a GUI interface to APT. 

· YUM--Yellow Dog Update Manager originally developed by Yellow Dog Linux (used with RPM). 

· URPMI--Works like APT but developed by Mandrake (used with RPM). 

These package management tools work by using a list of software repositories where the package tool can find software packages. When you install a new software package, the package manager tool: 

· Checks to see if the necessary dependencies are installed on the system. 

· If not, the package tool uses the source list to find and install the proper dependencies

Package Manager Commands

The table below lists the most common rpm commands.

	Use...
	To...
	Example

	rpm option(s) filename.version.architecture.rpm 

Common installation options:

· -i install 

· -v verbose 

· -h hashmarks (to show progress) 
	Install a software package.
	rpm -ih mozilla-1.7-0.2.0.i386.rpm installs the Mozilla Web browser and mail reader.

	rpm -U filename.version.architecture.rpm
	Upgrade an existing software package. If the software does not exist on the system, -U acts as the -i option.
	rpm -Uh mozilla-1.7.2-0.2.0.i386.rpm upgrades the Mozilla Web browser and mail reader with the newer file.

	rpm -e filename
	Erase (uninstall) a software package.
	rpm -e mojo-2.8.3-1.i386.rpm uninstalls a Web-based mailing list manager.

	rpm -q filename 

Options that commonly follow -q:

· -i info (detailed listing) 

· -l list package files 

· -a all (show all installed packages) 
	Query the rpm database to find information about installed software packages.
	rpm -qi crafty-16.6 returns information on the crafty chess game.

	rpm -qa | grep string
	Query the database for text that matches string. This is useful if you know part of the file name of a software application. The | (pipe) parameter redirects the results of the -qa options to the grep shell command which filters out all information that does not match string.
	rpm -qa | grep voicecontrol returns information on a voice recognition software package.


Note: When using rpm to update software, you might get a message stating: cannot get shared lock on database. When you update the rpm database, the program creates a lock on the database to prevent other processes from modifying the database at the same time. To correct the error:

· Close any other programs that might be using the rpm database. 

· Check for stale lock files (lock files that were not deleted properly) and remove them. 

The table below lists common APT and YUM commands.

	APT Command
	YUM Command
	Purpose

	apt-get update
	yum list
	Download package lists (lists of the latest versions of software). You should run this command before upgrading or updating packages so that you work off the latest listings. You can also schedule this to run periodically to keep your listings current.

	apt-get upgrade
	yum update
	Upgrade the packages on your system by downloading, configuring, and replacing packages that have been changed.

	apt-get dist-upgrade
	yum upgrade
	Upgrade an entire distribution. This can be a very dangerous procedure and can break the rpm database.

	apt-get install package
	yum install package
	Install or upgrade listed software packages. You can do several packages at a time by listing the names of the packages behind the install command. This command installs new dependencies, as well.


Archive and Backup

As you study this section, answer the following questions:

· Which switch would you use to zip a file using bzip2? 

· What is the function of the -C switch with tar? 

· Which directories would you back up most often? Which would you never back up? 

· Back up and restore files using tar. 

Backup and Restore Facts

Performing regular backups is an important step in protecting your system and critical data. Although there are several backup utilities available, the most commonly used is tar. Another tool is dump, which saves the entire contents of a volume (use restore to restore data saved with dump).

The basic format for using tar for backups is:

· tar -cf filename source(s) to create the file 

· tar -xf filename to extract the file 

The following table lists the most common options for the tar command.

	Option
	Description

	-f
	Identifies the source as an archive file.

	-c
	Creates the archive file.

	-x
	Extracts the files in the tarball.

	-v
	Enables verbose mode to list files as they are extracted.

	-z
	Zips or unzips a file using the gzip utility (normally named with a .gz extension).

	-j
	Zips or unzips a file using the bzip2 utility (normally named with a .bz2 extension).

	-C
	Includes the directory path structure in the tar file.


Following are several examples of using the tar command to create backups.

· tar -cvf myfiles.tar /home/user1 backs up all files in the /home/user1 directory and creates the myfiles.tar file. 

· tar -cvf /dev/st0/2004a.tar /var backs up all files in /var to the st0 device. 

· tar -czvf myzips.tar.gz /sales1 creates a gzip (-z) compressed backup file. 

· tar -cjvf myzips.tar.bz2 -C /sales1/report creates a bzip2 (-j) compressed archive of the report file and includes the directory path in the archive file (-C). 

Keep in mind the following recommendations for performing backups:

· Regularly back up directories holding user data (such as /home, /etc, and /usr/local). You want to back up files that change often more frequently. 

· Occasionally back up files that change periodically (such as /root or /boot). 

· Rarely (if ever) back up files that are static in content and which can be restored from other places (such as /usr). 

· Never back up temporary files that have meaning only while applications are running (such as /tmp, swap areas, or application executable directories). 

· Schedule the tar command to run at regular intervals to automatically perform backups. 

· Verify backups after they are finished. 

· Don't do backups during busy system times. Some files might be open, and the backup process could affect system performance. 

· Test your backups to make sure that nothing important is being missed and to ensure you can recover important data when you need to. 

Installation Overview

· How does installing Plug-and-Play hardware differ from installing legacy hardware? 

· Why might you need to set jumpers on legacy hardware prior to installation? 

· Why is ESD a serious concern as you install and maintain hardware? 

· What is your top priority in managing system hardware? 

· When should you not use a grounding strap? 

The Installation Process

As you install hardware, keep in mind the following basic process that applies to many different types of hardware. Depending on the hardware device and your system, not every step will be necessary. For example, a Plug-and-Play system will automatically detect most hardware without any jumpers or BIOS configuration necessary. 

1. Check the hardware compatibility list (HCL) and verify that the hardware is supported by Linux. Read the installation documentation. Whenever possible, follow the installation steps in the device documentation. 

2. Set any hardware jumpers on the device to configure IRQ or other resource usage. 

3. Install the device in the system. 

4. Edit the BIOS if necessary to configure the device or any resources it needs. 

5. Use software to install the driver, configure additional settings, or configure the operating system to recognize and use the device. 

Common IRQ Assignments

	IRQ Channel
	Assignment

	0
	System clock (timing pulse)

	1
	Keyboard

	2
	Gateway (cascade) to IRQs 8-15

	3
	COM 2 and COM 4

	4
	COM 1 and COM 3

	5
	LPT 2 (but often available and used for a sound card)

	6
	Floppy drive

	7
	LPT 1

	8
	Real time clock

	9
	Redirected as IRQ 2. Also, used by USB.

	10
	Available

	11
	Available (often used for network cards)

	12
	Mouse (other than serial mouse)

	13
	Math coprocessor

	14
	Primary IDE interface

	15
	Secondary IDE interface


Common I/O Address Assignments

	Device 
	I/O Address Range 

	COM 1
	3F8 to 3FF 

	COM 2
	2F8 to 2FF 

	COM 3
	3E8 to 3EF 

	COM 4
	2E8 to 2EF 

	LPT 1
	378 to 37F 

	LPT 2
	278 to 27F 

	Floppy Drive
	3F0 to 3F7

	Sound Card
	Often set to base I/O 220 

	Musical Instrument Digital
Interface (MIDI) Port
	Often set to base I/O 330 

	Network Interface Card
	Often set to base I/O 300 


Common DMA Assignments

	DMA Channel
	Assignment

	0
	Available

	1
	Sound card

	2
	Floppy drive

	3
	Available

	4
	Second DMA controller

	5
	Available

	6
	Available

	7
	Available


SCSI Facts

SCSI has a number of standards, each increasing the data transfer rate.

	Standard
	Narrow Speeds (8-bit)
	Wide Speeds (16-bit)

	SCSI 1 (normal)
	5 MB/sec
	N/A

	SCSI 2 (fast)
	10 MB/sec
	20 MB/sec

	SCSI 3 (ultra)
	20 MB/sec
	40 MB/sec

	SCSI 3 (ultra 2)
	40 MB/sec
	80 MB/sec

	SCSI 3 (ultra 3)
	N/A
	160 MB/sec

	SCSI 3 (ultra 4)
	N/A
	320 MB/sec


Depending on the implementation, SCSI will use one of three signaling methods:

	Method
	Description

	SE (single-ended)
	Original signaling method with SCSI 1.

	HVD (high-voltage differential)
	New signaling method with SCSI 2. 
Allows for longer distances.
Not compatible with SE signaling.

	LVD (low-voltage differential)
	Introduced with SCSI 3.
Allows longer distances with lower voltage.
Compatible with SE signaling.


Keep in mind the following facts about configuring SCSI devices:

· Some computers have a built-in SCSI host bus adapter. For other computers, install an adapter card in the PCI bus. 

· Devices are connected in a chain. Most host bus adapters allow for an internal chain of devices and an external chain of devices. 

· SCSI implementations have a limitation of 8 devices (for narrow buses) or 16 devices (for wide buses), including the host bus adapter. 

· Each device (including the host bus adapter) in the chain must have a unique ID number. ID numbers begin with 0. 

· This number might be set with switches or through software. 

· The end of the SCSI chain must be terminated. Some devices are self-terminating. Other devices require a special termination plug. 

· In many cases, SCSI ID 7 is used automatically by the host adapter (and is therefore unavailable to be assigned to other devices). 

· The most common problems with a SCSI configuration are conflicting ID numbers and incorrect termination. 

· SCSI 1 uses a 50-pin centronics cable. For all other implementations, the narrow bus uses high-density 50-pin connectors, while the wide bus uses high-density 68-pin connectors. 

Floppy Device Facts

You should know the following facts about floppy drives:

· Floppy drive data and control ribbon cables have 34 pins. 

· The power cable for floppy drives uses a Mini-Molex connector. 

· Some floppy drive cables have connectors for two drives. Others have connectors for only one drive. 

· Floppy cables usually have one twist in their ribbon cable. This makes it possible to identify an A: drive and B: drive without setting jumpers on the floppy drive. Generally, the floppy drive connected after the twist will be the A: drive. 

· Some floppy drive cables have connectors for 3.5-inch drives and 5.25-inch drives. Others have connectors for only one type of drive. 

· The connector for the data and control ribbon cable is sometimes keyed to prevent you from inserting the cable backwards. However, many times it is not. Installing the cable backwards is a common problem. (The most common symptom of this is that the floppy drive light stays lit.) 

· As a general installation guideline, point pin 1 on the data and control ribbon cable (marked with a red stripe) towards the mini-molex power cable on a floppy drive. However, this is not a rule that will work in all cases. It is best to consult the drive's documentation. 

· The software driver for floppy disks is built into the BIOS. Use the CMOS editor to make sure the CMOS knows what type of drive is installed. 

· Floppy drives might connect to an expansion card with a floppy drive interface. However, modern system boards usually have a built-in floppy drive interface. 

· Many computers today ship without a floppy disk. CD-ROM/DVD-ROM drives are used to boot, if necessary. 

USB, Firewire, Parallel, and Serial Devices

· What are the similarities and differences between USB and Firewire? 

· How many devices can be on a USB or Firewire chain? 

· What types of devices use parallel ports? What types of devices use serial ports? 

· What should you try if your parallel device can't communicate with the system? 

· What is the modem command to reset the modem? 

USB and Firewire Facts

Following are some facts to keep in mind while configuring USB devices:

· USB devices connect through hubs to form a tree bus structure. 

· You can connect up to 127 devices in a single chain. 

· Hubs are either self-powered or bus-powered (receiving their power from another hub). 

· Bus-powered hubs have a maximum of four ports, and supply a maximum of 100 mA of power per port. 

· Self-powered hubs supply up to 500 mA per port and can have many ports. 

· USB devices can be self-powered or hub-powered (receiving their power from the hub). 

· Connect low powered devices (such as a mouse or keyboard) to either self-powered or bus-powered hubs. 

· Connect high-powered devices (such as video cameras or scanners) to either a self-powered hub or plug the device in to its own power supply. 

· The USB bus is self-terminating and automatically assigns IDs to each device. 

· USB devices are Plug and Play and hot-swappable. Devices are detected and configured automatically as they are plugged in. 

· USB must be supported by the BIOS, and USB support must be enabled in the BIOS. 

The following table compares the specifications of USB 1.1 and USB 2.0 standards.

	Version
	Speed
	Data Transfer Rate (megabits per second)
	Maximum Cable Length (meters)
	Example Devices

	1
	Low-speed
	1.5 mbps
	3 m
	Keyboard, Mouse

	
	Full-speed
	12 mbps
	5 m
	Printer, Scanner

	2
	High-speed
	480 mbps
	5 m
	Hard Drive, Digital Video

	
	
	
	
	


Note: Version 2 is backwards compatible with version 1 devices.

FireWire (also called IEEE 1394) is similar to USB, but is targeted mainly towards audio/video data transfer. Keep in mind the following facts about FireWire devices:

· FireWire is typically used for video cameras and devices requiring high-speed, guaranteed bandwidth. 

· FireWire devices are connected in a chain. 

· You can connect up to 63 devices on one IEEE 1394 bus. 

· The controller automatically assigns device IDs. No termination is needed. 

· Firewire devices are Plug and Play and hot-swappable. Devices are detected and configured automatically as they are plugged in. 

Parallel and Serial Facts

Parallel communication uses one of the following standards:

	Communication Standard
	Description

	Standard Parallel Port (SPP)
	· Original parallel port standard. 

· Transfers data in a single direction (away from the computer). 

· 50 to 150 kilobytes per second. 

· Cables should be less than 10 feet in length. 

	Enhanced Parallel Port (EPP)
	· 500 kilobytes per second to 2 megabytes per second. 

· Standard for non-printer devices. 

· Supports bi-directional communications. 

	Extended Capabilities Port (ECP)
	· Similar standard as EPP, but for printers and scanners. 


Keep in mind the following facts about working with parallel devices:

· Parallel ports originally supported only printers. You can now attach a wide variety of devices to the parallel port. 

· Parallel ports can be disabled or enabled in the BIOS. In addition, you can typically change the modes supported by a port in the BIOS. 

Keep in mind the following facts about configuring serial devices:

· Most computers have one or two serial ports. 

· Modems and direct computer-to-computer connections typically use serial ports. 

· For each serial port, configure the data speed, data/stop bits, parity, and flow control settings. 

· Linux computers do not support Winmodems. 

· Use the minicom command to test installed modems. 

Modems are controlled by sending commands to the modem to tell it when to dial or answer a phone call. You should be familiar with the following commands.

	Command
	Meaning

	AT
	AT stands for attention. The modem should respond OK.

	ATA
	Answer an incoming call.

	ATDx
	Dial a telephone number. 

· if x = T then tone dial 

· if x = P then pulse dial 

· Adding a W to the command tells the modem to wait for a dial tone before dialing. 

· Placing a comma (,) anywhere after the command tells the modem to pause. 

· EXAMPLE - The command ATDTW 9,5551212 tells the modem to: 

1. Go off hook. 

2. Set tone dialing mode. 

3. Wait for a dial tone. 

4. Dial 9 (required in many places to get an outside line). 

5. Pause. 

6. Dial the number 555-1212. 

	ATZ
	Reset the modem to power-up defaults.


Kernel Modules

· When would you need to load additional kernel modules? 

· What is the name of the file that stores the modules loaded at system startup? 

Kernel Module Commands

A kernel module is similar to a device driver. Modules extend the capabilities of the kernel. Module types include:

· Device drivers 

· File system drivers 

· System calls 

· Network drivers (protocols and interfaces) 

· TTY line disciplines 

· Executable interpreters 

When the system boots, it uses one of the following files to automatically load modules (the exact file used depends on the implementation):

· /etc/modules.conf 

· /etc/conf.modules 

· /etc/modprobe.conf 

You can also load and unload modules manually. The table below lists the most common module commands.

	Use...
	To...
	Example

	insmod name
	Install modules into the kernel. insmod will fail if the module you try to load has unloaded dependencies. Use the -p switch with the name to verify that a specific module was loaded successfully.
	insmod mousedev inserts the mousedev module

	rmmod name
	Remove a module from the kernel.
	rmmod mousedev removes the mousedev module

	depmod -a
	Reads the /etc/modules.conf file to identify modules. It then probes each module to identify dependencies and builds a list of those dependencies. 
	Use depmod -an to perform the probe and display the results on the screen

	lsmod
modprobe -l
	List all loaded modules.
	

	modprobe name
	Load a module and with its dependent modules.
	modprobe reiserfs loads the reiserfs and all of its dependant modules

	modprobe -r name
	Remove a module.
	modprobe -r reiserfs removes the reiserfs module


Compiling the Kernel

· What does an odd number in the kernel minor version number mean? 

· Where is the kernel normally located on the system? 

· Why might you need to recompile the kernel? 

· What installation step can you skip with kernel version 2.5 and higher? 

· dump anything not using kernel 2.6 or higher

Kernel Facts

The compiled kernel is located in the /boot directory. It is named either bzImageversion_number or vmlinuz. A kernel version is designated by three numbers: major.minor.revision.

· The Major number which indicates the major revision to the Linux kernel. 

· The Minor number which indicates the minor revision and stability of the Linux kernel. An odd minor number indicates a developmental (not fully tested, possibly unstable) kernel; an even minor number indicates a production (fully tested, declared stable) kernel. 

· The Revision number which indicates the most current changes to the version of the kernel. 

You might need to update your kernel to:

· Add features 

· Patch or update the kernel 

· Upgrade to the latest version
If you have a common distribution of Linux, you will often get updated kernels along with tools to install the kernel automatically. To compile the kernel yourself, use the following steps:

1. Download and extract the source files. Typically, the files are placed in /usr/src/linux or /usr/src/linux-version. 

2. Build the configuration script by running one of the following: 

· make menuconfig (command line) 

· make xconfig (graphical environment) 

· make config (command line, long listing during the build) 

3. For kernels 2.4 and earlier, build a list of dependencies by running make dep (otherwise skip this step). 

4. Compile the kernel and modules: 

· Run make bzImage to compile the kernel. 

· Run make modules to compile the modules. 

5. Install the modules and kernel: 

· Run make modules_install to copy the modules to /lib/modules. 

· Run make install to install the kerne

XWindows

· What is the relationship between the ServerLayout, Screen, Pointer, and Keyboard sections of the XF86Config file? 

· Which XF86Config section would you edit to identify a mouse? 

· Which XF86Config section would you edit to modify the color depth? 

· What is the relationship between the Screen, Device, and Monitor sections of the XF86Config file? 

X Windows Facts

X Windows is a group of components that function together to create a graphical display. X Windows is the core of this system. X Windows manages the output of X clients (applications) that process input and return output. Because the user can manage input from one computer and send output to another computer, X Windows is referred to as a server component, or X Server.

The list below shows two common X Windows configuration files:

· /etc/X11/XF86Config--An X Windows implementation system supported by the XFree86 Project. 

· /etc/X11/xorg.conf--An X Windows implementation system newer than XF86Config supported by x.org. 

Although these are two separate X Windows implementations, xorg.conf is virtually identical to XF86Config. You can edit and customize each file according to your system's needs.

The easiest way to make changes to the X Windows system is by using one of the following utilities:

· XF86Config (command-line) or SF86Setup (GUI) for XFree86 version 3. 

· Xconfigurator or Xf86cfg for XFree86 version 4 

The table below gives descriptions and examples of the most common XF86Config file sections (the xorg.conf file is virtually identical). You should know that an actual XF86Config file contains descriptive lines preceded by the pound (#) sign. The # sign indicates a comment that the system should ignore when reading the file.

	Section
	Description
	Example

	ServerLayout
	This section ties the Screen, Pointer, and Keyboard sections together, linking the screen configuration to one or more input devices.
	Section "ServerLayout"
   Identifier   "Default Layout"
   Screen    0  "Screen0" 0 0
   InputDevice  "Mouse0" "CorePointer"
   InputDevice  "Keyboard0" "CoreKeyboard"
   InputDevice  "DevInputMice" "AlwaysCore"
EndSection 

	Files
	This section provides paths to font information and the RGB database. The FontPath may be a path to a font server, which is a server that sends fonts to clients on local and remote workstations. A font server reduces the work of manually managing fonts on multiple workstations in a network. The RGB database determines the names of and RGB values for the colors the system recognizes.
	Section "Files"
   RgbPath  "/usr/X11R6/lib/X11/rgb"
   FontPath "unix/:7100"
EndSection

	Modules
	This section specifies which X server modules to load. load Xserver modules
3-D rendering, font emulator
	Section "Module"
   Load "dbe"
   Load "extmod"
   Load "fbdevhw"
   Load "glx"
   Load "record"
   Load "freetype"
   Load "type1"
   Load "dri"
EndSection

	InputDevice
	This section provides information about the system's keyboard and mouse (at least). There should be multiple InputDevice sections to accommodate settings for a mouse and keyboard at a minimum.
	Section "InputDevice"
   Identifier "Keyboard0"
   Driver     "keyboard"
   Option     "XkbRules" "xfree86"
   Option     "XkbModel" "pc105"
   Option     "XkbLayout" "us"
EndSection

Section "InputDevice"
   Identifier "Mouse0"
   Driver     "mouse"
   Option     "Protocol" "IMPS/2"
   Option     "Device" "/dev/psaux"
   Option     "ZAxisMapping" "4 5"
   Option     "Emulate3Buttons" "no"
EndSection

	Monitor
	This section provides information about monitor specifications, options, and video modes.
	Section "Monitor"
   Identifier "Monitor0"
   VendorName "Monitor Vendor"
   ModelName  "Gateway EV700"
   DisplaySize 330       240
   HorizSync   30.0 - 70.0
   VertRefresh 50.0 - 120.0
   Option     "dpms"
EndSection

	Device
	This section provides information about the video card. There may be more than one Device section, but there must be at least one.
	Section "Device"
   Identifier "Videocard0"
   Driver     "s3virge"
   VendorName "Videocard vendor"
   BoardName  "S3 ViRGE (generic)"
   VideoRam   4096
EndSection 

	Screen
	This section links the video card and the monitor. An active screen section is referenced in the ServerLayout section. This section must include at least one subsection that to configure the color depth (which depends on the driver) and the mode (i.e., video modes, the way text and graphics are displayed on the screen) among other options.
	Section "Screen"
   Identifier   "Screen0"
   Device       "Videocard0"
   Monitor      "Monitor0"
   DefaultDepth  24
   SubSection   "Display"
     Depth       24
     Modes      "1024x768" "800x600" "640x480"
   EndSubSection
EndSection

	DRI
	This section is optional. It provides information for DRI (Direct Rendering Infrastructure) which enables the use of hardware accelerated 3D graphics.
	Section "DRI"
   Group   0
   Mode    0666
EndSection


After you have made changes to a file, you need to log out of X Windows (Ctrl+Del+Backspace) and restart X Windows (startx at the command line). If you edit an X Windows file, do so at runlevel 3 or below.

Printing

· Which Linux printing system can you administer through a Web browser? 

· What is the URL to connect to the printing management system through a Web browser? 

· Use a Web browser to manage Linux printing. 

· Manage print jobs in the queue from the command line. 

Managing Printing

The two most common Linux printing services are:

· lpd--line print daemon 

· CUPS--Common Unix Print System 

CUPS uses IPP (Internet Printing Protocol) which provides a common set of network printing protocols. It is replacing lpd as the primary Linux print service (daemon). Use the URL http://servername:631 to manage CUPS printing through a Web browser. In addition, CUPS (as well as lpd) supports the commands listed in the table below.

	Use...
	To...
	Example

	lpr options filename 

Common lpr options: 

· -#x print x number of copies 

· -h print without a banner page 

· -P printer print to the named printer 

· -r remove the job from the queue after printing
	Send a job to the print queue (putting print jobs into the queue is called spooling).
	lpr prospectus prints the prospectus file to the default queue
lpr -P production prospectus sends the print job to the production printer's print queue
lpr -#33 prospectus prints 33 copies of the prospectus file

	lprm -P printername user(s) job#s
	Remove jobs from the print queue. If executed by a regular user, the command removes only that user's jobs; if executed by the superuser, the command removes every users' jobs.
	lprm -P production 6 removes job ID 6 from the production print queue
lprm - removes all jobs from the default printer
lprm removes the current job from the default printer

	lpq options users job #s 

Common lpq options: 

· -a show the contents of all queues 

· -l verbose (long listing) 

· -P printername show the contents of a specific printer's queue
	Query a print queue. If users are listed, only jobs for those users are displayed, likewise for job numbers.
	lpq -l tjones 56 shows a long listing of user tjones' job number 56


Multimedia

· What is the latest sound server subsystem used in Linux? 

· Which media player is the most popular for playing audio files and does not play video? 

· What is the relationship between XINE and Totem? 

Multimedia Facts

Sound on a Linux system is enabled through one of the following systems:

· Open Sound Subsystem (OSS), the original sound subsystem. 

· Advanced Linux Sound Architecture (ALSA), the most recent sound subsystem, currently supported by the 2.6 kernel. ALSA is backwards-compatible with OSS. 

Some of the advantages of ALSA over OSS are listed below:

· Support for audio interfaces from consumer soundcards to professional audio interfaces 

· Modular sound drivers 

· User space library to provide high level functionality 

· Support for OSS 

Client-side media players include:

· XMMS audio player 

· XINE audio and video player 

· Totem movie player (Totem is a front end for XINE) 

· MPlayer movie player 

Device Files

· What is the difference between a block device and a character device? 

· Where are device files stored? 

· You have a system with two hard disks on the first IDE controller. What is the device file for partition 2 on the second IDE hard disk? 

· What is the device file for the floppy drive? 

· How does SCSI device file names differ from IDE device file names? 

· What is the device file for a SCSI tape backup device? 

Device File Names

Storage devices in Linux are represented by device files.

· Device files are located in the /dev directory. 

· The /dev directory contains files for all types of devices, even those that don't exist on the system. 

· Not only do device files represent devices, they indicate how data is transferred to that device. 

· Devices, like storage devices, that receive data in block transfers by using memory to buffer the transfers are called block devices. Devices that send data transfers character-by-character (like the keyboard) are called character devices. 

The table below lists and describes the most common device files.

	Device File
	Description

	/dev/hdxn
	hd files identify IDE devices. A letter (beginning with a) follows the hd designation. At the end is appended a number (beginning with 1) that identifies the partition on the drive. 
Examples include: 

· hda1 is the first partition (1) on the primary master IDE device (a) 

· hdb3 is the third partition (3) on the primary slave IDE device (b) 

· hdc2 is the second partition (2) on the secondary master IDE device (c) 

· hdd1 is the first partition (1) on the secondary slave IDE device (d) 

IDE CD-ROMs are identified in the same way that IDE hard disks are.

	/dev/sdxn
	sd files identify SCSI hard drives. A letter (beginning with a) follows the sd designation and identifies a SCSI hard. The letter corresponds to the SCSI ID number, with a equivalent to the lowest SCSI ID number that exists on the chain. At the end is appended a number (beginning with 1) that identifies the partition on the drive.
Examples include: 

· sda2 is the second partition (2) on the SCSI drive with the lowest ID number (a) 

· sdc1 is the first partition (1) on the SCSI drive with the third lowest ID number (c) 

Note: Some systems will use /dev/srx instead.

	/dev/cdrom
	This is a special designation used to identify the CD-ROM in the system. In reality, the /dev/cdrom ID is just a symbolic link to the actual device (either hdx or scdx).

	/dev/scdn
	scd files identify SCSI CD-ROM drives. The number following scd identifies the CD-ROM drive number. Numbering begins at 1, so the first SCSI CD-ROM is scd1.

	/dev/fdn
	fd files identify floppy drives. Device numbering begins at 0. For example, /fd0 is the first floppy drive. 

	/dev/ttyn
	tty files identify local terminals on the system. Device numbering begins at 0. Subsequent terminals are represented with files that increment by one (e.g., the file for terminal two is /dev/tty2, and so on).

	ttySn
	ttyS files identify serial ports. Device numbering begins at 0. Files for subsequent serial ports are represented by files that increment by one (e.g., the file for serial port two is /dev/ttyS1, and so on).

	/dev/lpn
	lp files identify parallel ports. Device numbering begins at 0. Files for subsequent parallel ports are represented by files that increment by one (e.g., the file for parallel port two is /dev/lp1, and so on).

	/dev/usb/file_name
	USB devices have their own subdirectory of files to support up to 127 USB devices.

	/dev/psaux
	This file is for the PS/2 mouse port.

	/dev/stn
	st files identify SCSI tape devices. Device numbering begins at 0. 


Volumes

· What is a volume? A partition? A primary partition? An extended partition? 

· How do you create a volume? 

· What are the pros and cons of the different RAID configurations? 

· Create partitions using fdisk 

Volume Facts

A volume is a fixed amount of storage space on one or more disks. (Sometimes the disk itself is called a volume, but this is not correct terminology.) 

· An individual disk can contain more than one volume. 

· An individual volume can span more than one disk. 

A volume can be created by subdividing a hard disk into partitions. A partition is a division of storage space on a drive.

· A primary partition is a physical partition that is ready to receive a file system when it is created. A hard disk is limited to four primary partitions. 

· An extended partition cannot be formatted, so it cannot hold a file system. 

· An extended partition can contain logical partitions which are logical (as opposed to physical) divisions of storage sectors that can be formatted to hold a file system. 

To create a volume, complete the following steps:

1. Partition the hard disk. 

2. Format the partition, selecting an appropriate file system. 

3. Mount the volume (making it available for use). 

fdisk Facts

To create partitions on a hard disk, use the fdisk command. fdisk is an interactive system that requires you to enter values and make choices as you create partitions (the GUI equivalent of fdisk is cfdisk). You should know the following facts about creating partitions with fdisk:

· fdisk asks you to select a beginning and ending cylinder when you create a partition. 

· Instead of indicating an ending cylinder, you can indicate a size using a K (Kilobytes), M (Megabytes), or G (Gigabytes). For example, +25G creates a 25 Gigabyte partition, which is easier than trying to figure out which cylinder a 25 G partition would end on. 

· You can choose the type of partition you want by entering the appropriate hex code (enter the l to list the hex codes). Common hex codes are: 

· 0x82 Linux swap 

· 0x83 Linux partition 

· 0x85 Linux extended partition 

· 0x8e Linux logical partition 

· You can create primary or extended partitions. (You'll create logical partitions within an extended partition.) 

· You don't need to reboot after creating new partitions. 

The table below shows common fdisk commands.

	Use...
	To...

	fdisk -l
	List the current partition configuration on the system.

	fdisk /dev/device_name
	Enter fdisk to create partitions on the named device.

	d (inside fdisk interactive program)
	Delete a partition

	l (inside fdisk interactive program)
	List the partition types supported.

	m (inside fdisk interactive program)
	Open the help file.

	n (inside fdisk interactive program)
	Create a new partition.

	p (inside fdisk interactive program)
	View the partition table for that device.

	q (inside fdisk interactive program)
	Exit fdisk without saving changes.

	w (inside fdisk interactive program)
	Write the partition table to disk (i.e., save the file) and exit.


If you want to see how much free space is on a volume, use the df command followed by a path. For example, use the df /home command to view free and used statistics for the volume that holds the /home directory.0

RAID Volumes

For servers and some workstations, you might want to create RAID volumes to improve performance or provide fault tolerance. The list below describes the types of volumes you would find in a RAID (Redundant Array of Independent Disks) configuration:

	Volume Type
	Description

	Spanned
	A spanned volume combines areas from two or more disks into one storage unit. A spanned volume cannot contain system or boot files, and it does not provide fault tolerance (if one of the disks in the configuration fails, all data is lost).

	Striped
	A striped volume breaks data into units and stores the units across a series of disks (as opposed to a spanned volume that fills the first area with data, then the second area, and so on). A striped volume does not provide fault tolerance, nor can it contain system or boot files.

	Mirrored
	A mirrored volume stores data to two duplicate disks simultaneously. It provides fault tolerant because if one disk fails, data is preserved on the other disk, and the system switches immediately from the failed disk to the functioning disk to maintain service.


Linux provides support for RAID through either hardware with a RAID controller that performs the RAID calculations, or software through the Linux operating system itself using LVM (Logical Volume Manager). LVM groups sets of disks into pools to allow you to more easily manage disk arrays and large filesystems. The pools can be divided into logical volumes that you can dynamically resize and move without rebooting the system or changing runlevels.

The table below describes the five RAID levels.

	RAID Level
	Increased Volume Size
	Fault Tolerant
	Increased Performance
	Cost Ratio

	0-Striping
	Yes
	No
	Yes (best performance)
	1:1

	1-Mirroring
	Yes
	Yes (fastest recovery)
	No (data is written twice)
	2:1

	3,4-Striping with dedicated parity

(Parity is a set of data written from
which lost data can be recovered.)
	Yes
	Yes
	Yes
	n:n-1

	5-Striping with distributed parity
	Yes
	Yes
	Yes
	n:n-1

	10-0+1
	Yes
	Yes (fastest recovery)
	Yes (best performance)
	4:2


File Systems

· What features does ext3 add to the ext2 file system? 

· What is the function of a swap partition? 

· Which file system is quickly becoming the most popular file system in Linux? 

· Format floppy and hard disks with the ext2, ext3, and reiser file systems. 

· Create a swap area on an existing partition using the mkswap command. 

File System Facts

Linux supports many different file system types. The table below describes some common file system types.

	File System Type
	Characteristics

	ext2
	The second extended filesystem supports Access Control Lists (ACLs--records of individual permissions) but doesn't support journaling.

	ext3
	By layering it atop the ext2 filesystem, the third extended filesystem (ext3) supports journaling, so it has faster startup and recovery times. However, because it is tied to ext2, it doesn't offer the full functionality available through a pure journaling file system.

	reiser
	Reiser is the newest Linux file system. Because reiser was independently built from the ground up, its journaling capability is native and more robust, offering a great deal of reliability. Because this is a newer file system, you need to make sure your system supports it. It is quickly becoming a popular file system choice.

	swap
	A swap file system is used as virtual memory (the portion of the hard disk used to temporarily store portions of main memory) by the operating system. (A recommended practice is to make the swap file equal in size to the amount of memory in your system.)

	ntfs
	This is Microsoft's New Technology File System. Linux currently only supports NTFS for read-only operations. Future Linux versions will support write operations.

	vfat
	vfat is the DOS FAT filesystem with long name support. Support for vfat must be compiled into the kernel for the system to recognize the vfat format.

	xfs
	xfs is the file system developed for SGI's IRIX operating system. It supports journaling and supports large directories.


You should know the following facts about working with file systems: 

· You cannot format an extended partition; however, you can create logical partitions inside the extended partition for formatting. 

· The file system uses an inode table which contains several inodes (information nodes). Each inode describes a different file or directory. Inodes contain the following information: 

· File size 

· Data block locations 

· Last date modified 

· Permissions 

· Ownership 

Formatting Commands

Unlike other operating systems, Linux does not offer a single utility for formatting drives. With Linux, each file system type has its own format command. However, there is a single command (called mkfs) that acts as a wrapper command and which launches the other formatting commands as required. 

The following table lists the commands to use for each file system. 

	To format a partition with...
	Use...
	Example

	ext2
	mke2fs /dev/device
mkfs -t ext2 /dev/device
	mke2fs /dev/fd0 
mkfs -t ext2 /dev/fd0
Either command formats the floppy disk with ext2.

	ext3
	mke2fs -j /dev/device
mkfs -t ext3 /dev/device
	mke2fs -j /dev/hdb2
mkfs -t ext3 /dev/hdb2
Either command formats the second partition on IDE hard disk 2 with ext3.

	reiser
	mkreiserfs /dev/device
mkfs -t reiserfs /dev/device
	mkreiserfs /dev/sda2
mkfs -t reiserfs /dev/sda2
Either command formats the second partition on the first SCSI hard disk with the reiser file system.

	swap
	mkswap /dev/device
	mkswap /dev/hda1 formats the first partition on the first IDE drive as a swap partition.

	NTFS
	mkntfs /dev/device
mkfs -t ntfs /dev/device 
	mkntfs /dev/hda1
mkfs -t ntfs /dev/hda1
Either command formats the

	vfat
	mkfs -t vfat /dev/device
	mkfs -t vfat /dev/hda1 formats with the vfat file system.

	xfs
	mkfs -t xfs /dev/device
	mkfs -t xfs /dev/hda1 formats with the xfs file system.


Note: You can also use the following format with the mkfs command: 

mkfs.type /dev/device
For example, use mkfs.ext2 /dev/hda1 to format with the ext2 file system.

Mounting

· Why should the mount point be empty before mounting a volume? 

· What is the purpose of the /etc/fstab file? 

· What is the difference between /etc/fstab and /etc/mtab? 

· What do the noexec, ro, and users options do when included in the /etc/fstab file? 

· Mount and unmount filesystems from the command line. 

· Edit the /etc/fstab file to automatically mount filesystems at boot and to change mount characteristics. 

Mounting Facts

Mounting is the process of making a device accessible to users through the directory tree. The directory to which the device is attached is called the mount point. 

· When you mount a volume, you mount it to a directory. When you access that directory in the file system, you are actually accessing the volume mounted to that directory. 

· You should always mount volumes and other storage devices to empty directories. If you mount a volume to a directory that contains data, the mounted volume makes that data inaccessible. 

· The /mnt and /media directories (depending on your system configuration) are directories that contain mount points specifically for external storage devices (e.g., CD-ROM drives, floppy drives, magnetic tape drives). For example, you can mount a CD-ROM device to the /mnt/cdrom directory. 

Mounting Commands and Files

Mounted volumes are identified by two files:

· The /etc/fstab file identifies volumes to mount each time the system boots (it is also consulted when a user does not provide enough information with the mount command). 

· The /etc/mtab file, which you shouldn't edit, is used by the system to keep track of currently-mounted volumes. 

The fstab file contains six fields that control how a device is mounted. A common entry is shown below:

	/dev/hda3 
	/mnt/disk1 
	ext3 
	auto,ro,nosuid,users 
	0 
	1 


The table below describes each field. 

	Field
	Description

	Device to mount
	This field is the path to the device file or the label that describes the volume.

	Mount point
	This specifies where to mount the device.

	Type
	This specifies the device's filesystem type.

	Mount options
	This specifies the additional options accepted when mounting the device. Options include options for permissions on the volume (such as read only), and for how the filesystem is mounted (either automatically or specific users who can mount the filesystem). 
Options can be strung together in a comma-separated list.

	dump#
	This number is used by the dump command when backing up the filesystem.

	fsck#
	This number indicates the order in which fsck checks the filesystem for errors during boot up. 


You should be familiar with the following mount options that are often used in the fstab file.

	Option
	Description

	async
	Read all I/O files asynchronously.

	auto
	Allow the volume to be mounted automatically. Use noauto to prevent the volume from being mounted automatically. Use the auto parameter typically with floppy devices.

	dev
	Allow block files to be read from the volume. For volumes with only user data, use the nodev option to disable this feature on the volume.

	exec
	Allow programs and script files to run from the volume. For volumes with only user data, use the noexec option to disable this feature on the volume.

	owner
	Identifies that only the device owner can mount the volume. 

	ro
	Mount the volume read only.

	rw
	Mount the volume read/write.

	suid
	Allow the SUID bit to be set on files in the volume. For volumes with only user data, use the nosuid option to disable this feature on the volume.

	user
	Use to identify a specific user who can mount the volume. Use the nouser option to allow only the root user to mount the volume.

	users
	Use to allow any user to mount the volume. 

	defaults
	Default settings are: rw, suid, dev, exec, auto, nouser, and async.


The table below describes the commands for mounting and unmounting devices and volumes. (Unless otherwise specified, the mount and umount commands are available only to root.)

	Use...
	To...
	Example

	mount -t type /dev/device /mountpoint 

Common mount options:

· -a mount all filesystems in the fstab file 

· -r read only (also ro) 

· -w read/write (also rw) 
	Mount a volume or device. The -t can be optional, but if you mount an ext3 filesystem without the -t, the system recognizes it as an ext2 filesystem.
	mount -a reads the fstab file and mounts all volumes listed (except those with the noauto parameter)
mount -rt reiserfs /dev/hdc1 /mnt/reis mounts the hdc1 device with the reiser filesystem as read only to the /mnt/reis mount point.
mount -t iso9660 /dev/cdrom /mnt/cdrom mounts the CD-ROM device to the /mnt/cdrom mount point.
mount -wt vfat /dev/fd0 /mnt/floppy mounts the fd0 device with the vfat filesystem as read/write to the floppy mount point.

	umount /volume
umount /mountpoint
	Unmount a volume or device from the system. You cannot unmount a volume or device if you are in the mount point. 
Before using the command, you must change to a directory other than where the files are mounted. Otherwise, Linux returns a message that the file system is busy.
	umount /dev/hdc1 unmounts the hdc1 device.
umount /mnt/reis unmounts the device on the /mnt/reis mount point.
umount /dev/cdrom unmounts the CD-ROM device.
umount /mnt/cdrom unmounts the device on the /mnt/cdrom mount point (most likely a CD-ROM device).


Use the mount command all by itself to view currently-mounted volumes (in other words, the contents of the /etc/mtab file).

Planning Partitions and Volumes

· Which directories must be located on the root partition? 

· What mount options are recommended for the partition holding the /usr directory? The partition for the /home directory? 

· Why would you mount the partition for the /tmp directory noexec? 

Planning Partitions and Volumes

Prior to installing Linux, you should carefully plan you partition strategy. If you are not careful, you might finish off the installation with a single partition that holds all system and user files. A more efficient strategy is to create multiple partitions based on the types of files held on the partition and the user access needs to the data. In addition to planning which partitions you need and which files they will contain, you should also consider the mount options for each volume.

Following are some guidelines to follow to create an efficient partition scheme:

· For multi-boot systems, create a boot partition. Normally, this will hold the /boot contents (which is basically only the kernel). When using LILO, you must put this partition in the first 1024 blocks on the disk. It is recommended that the boot partition be a primary partition. 

· Keep the root partition as small as possible. Include only those directories that are needed during boot. Necessary directories include: 

· / (the root directory) 

· /bin 

· /boot (if not included as its own partition) 

· /dev 

· /etc 

· /initrd 

· /lib 

· /proc 

· /root 

· /sbin 

· The partition holding the root directory should be on a primary partition and must be formatted with a Linux filesystem. 

· Linux can use either a swap file or a swap partition for the swap area. Whenever possible, create a separate swap partition. The recommended size of the swap partition is twice the amount of RAM, up to a maximum of 2 GB on PC computers. To improve performance, you can even put multiple swap areas on multiple disks. 

· Consider creating separate partitions for the following directories. Set mount options based on the type of files in the directory. 

· /tmp mount noexec,nosuid 

· /var mount noexec,nosuid 

· /usr mount ro 

· /home mount nosuid 

· /mnt 

· Create additional partitions for other operating systems. If your computer already has an operating system (such as Windows) that takes up most of the available drive space, use the FIPS utility to split the existing partition and make room for new partitions (FIPS only resizes existing partitions by splitting them). Use a third party utility to resize partitions. Do not use fdisk, as this will destroy existing data. 

· Select the appropriate filesystem for each partition to support the operating system or provide necessary features. 

